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Abstract

As garbage collected languages become widely used, the ques
for reducing collection overheads becomes essentialismtper,
we propose a compiler optimization callpdth specializatiorthat
shrinks the cost of memory barriers for a wide variety of g
collectors including concurrent, incremental, and réaktcollec-
tors. Path specialization provides a non-trivial decreaserite-
barrier overheads and a drastic reduction of read-bawverheads.
It is effective when used with collectors that go throughioas
phases each employing a different barrier behavior, ane& ef-
fective for collectors that have an idle phase, in which noiba
activity is required. We have implemented path speciabingh the
Bartok compiler and runtime for C# and tested it with stat¢he-
art concurrent and real-time collectors, demonstratingfficacy.

Categories and Subject Descriptors  D.1.5 [Object-oriented Pro-
gramming: Memory Management; D.3.3.anguage Constructs
and Featurep Dynamic storage management; D.3.Br¢ces-

sord: Memory management (garbage collection); D.&ffage

Managemenjt Garbage Collection

General Terms  Algorithms, Design, Performance, Reliability

1. Introduction

Garbage collection is widely acknowledged for speedingaff s
ware development while increasing security and reliabiarbage-
collection has been incorporated into modern popular laggs
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memory barriers and is operated by modifying the compileie-
generation component. Memory barriers induce high ovelhea
ranging up to 60%, depending on the platform used, the foncti
the barriers perform for the memory management componedt, a
the benchmark [6, 23]. Memory barriers of many collectoande
their behaviors according to phases in the execution of dthec
tor. In particular, many collectors employ a very efficieatrer
(or no barrier at all) while they are idle, and a more demagdia-
rier operation while active. Selecting the mode of operatiannot
be done at compile time, because the times at which the tmilec
is idle and active are determined only during program execut
Therefore, such barriers contain code that determineshwdper-
ations to execute according to the collector phases. Iricpéat,
checks are executed even when the barrier is not required to d
anything useful in the current collector phase.

We propose to use path specialization in order to reducesthe b
rier overheads by reducing the amount of work required fasgh
checks. This reduces the amount of computation requirémysl
better register allocation, reduces the load on branchigiied
resources, and improves code cache behavior. Path spati@ti
starts with code cloning, creating multiple copies of thegoam
code, and then modifying each copy to handle one or more phase
of the collector. Since each specialized code version tectd to
being executed in only a subset of the possible phases, dtksh
has to perform in order to determine the current phase antitoha
do in this phase can be reduced. In particular, if a speeidicode
version is only executed in the idle phase, for which no baiac-

such as C# and Java. Recent advances in the development of adtion is required, the barrier code can be entirely elimidatethis

vanced garbage collectors, such as concurrent (non-vejyupar-
allel, and real-time collectors have further increasedage col-
lection use in modern computing. The popularity that gaebeg-
lected environments are gaining makes the task of reducirizage
collection overheads highly desirable.

In this work, we propose a method for optimizing a variety of
garbage collectors, without any need for system or hardaape
port. Our method is aimed at reducing the overheads induged b
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specialized code version.

It remains to specify how the control is transferred from one
copy of the code to another. Timely transfer of control isca@l
because threads must respond to phase changes of the gembage
lector in a timely manner, allowing the collector to perfatsitask.
This causes transfers between specialized paths to becare m
complicated. We propose a simple method for code generafion
appropriate control transfer that avoids the use of speetbstatic
analysis. The modifications to the compiler and runtime Hrat
needed by the the proposed path specialization method arie mi
mal.

Using code duplication, specialization and transferringtol
back and forth between various specialized versions ofripati
code is a technique that was also used in a different context f
bursty program tracing or sampling [1, 16]. Our method can be
viewed as importing and adapting these techniques to theomyem
management world to achieve an important overall reduation
memory barrier overheads. In addition, we propose a singpie ¢
piler technique for reducing the code size increase withegudir-
ing a specialized static analysis.



We have implemented path specialization in the Bartok com- properties, the compaction is run incrementally [4, 3] onag-

piler and runtime, and tested it with several important ggeocol- rently [17, 9, 23]. Often, such concurrent copying requaggad-
lectors. Our measurements show a shrinkage of the barrgts co barrier to be introduced. The cumulative cost of a readidsarr
with dramatic improvements of up to 45% in overall applicatéx- is typically higher than that of a write-barrier, and theref our
ecution time for collectors that employ a read-barrier aicg im- method often shows even more drastic improvements when ap-
provements of up to 5% for collectors that employ a writeriear plied to collectors that employ a read-barrier. Many inceetal

Our contributions can be summarized as follows. and concurrent collectors are known today, and practicallyf

1. A proposed optimizati f barriers f them use phases and can make use of path specializatiorgrsee f
- A Prop ptimization ot meémory barriers for memory man oy ampje [25, 10, 20, 22, 7, 12, 11, 13, 14, 24, 9, 21, 2, 5, 23].
agement that is suitable for a variety of garbage collectord
maybe usable for other overheads in various systems. 3. Path Specialization
Consider a collector that goes through phases and for whieh t
behavior of a memory barrier depends on the phase. The Stnple
implementation, and one that is used by almost all collegtisr
3. An implementation and measurements of the proposed mhetho to start the memory barrier by checking what is the curreatsph
with several relevant memory barriers, employed by stéte-0  and then executing the relevant barrier code for that ptsese
the-art garbage collectors. checks require repeated computational effort, they usechrpre-
diction resources, and they pollute the code cache. Patledipa-
tion attempts to substantially reduce the need for phasekshe
The basic idea is to clone code fragments at the IL level and
then create specialized versions of the code which usesbathat
are valid for only a partial set of the possible phases. Bifyicone
would partition the set of possible phases into disjointsetd and
create specialized versions of the code for each of thessetib
Organization. We start with a short background on garbage col- The simplest partition, and one that is sensible to use,dsotie
lectors and memory barriers in Section 2. In Section 3 weritesc ~ that specializes one code version for handling the idle gtz
the path specialization basics concentrating on intragutoral op- uses another version to handle all other phases. Typicaltpde
timization. Inter-procedural and further optimizatioms discussed ~ Vversion that only executes the idle phase has no barrier atoalg
in Section 4. The implementation is described in Section & an making it very efficient.
measurements are reported in Section 6. Related work isssied Given the general idea of executing code specialized fdraggr
in Section 7 and we conclude in Section 8 collector phases, we must deal with the question of how tdegui
the threads to use the appropriate code at all times. Inipeact
we cannot expect an automatic costless mechanism thathesitc
execution from one version of the code to the other when the co

2. A simple method for reducing the code size increase. This
method can be easily implemented, it does not require a spe-
cialized compiler analysis, and it is very effective.

Although we propose and examine these techniques in the con-
text of reducing the overheads of garbage-collected enwients,
there may be an interesting potential for pushing thesentqubs
and generalizing them further for other overheads addeumwwitd-
ern language implementations and measurements, e.@ n@a-
tors.

2. Garbage Collection Barriers and Phases

Many garbage collectors, such as concurrent, incrememdlreal- lector changes the phase of the execution. While dealinig this
time collectors, require that special code is executechdysointer issue, we will also make an attempt to avoid excessive daibic
modification or load. Some collectors even incur an overrmad  of code, as much as possible.
any memory access (not only for pointers). Such code iscalle Garbage collection phase changes are typically only reduir
memory barrier. Avrite-barrier is a piece of code that is executed to be recognized by the mutator threads at specific prograta co
with each write (usually this refers to pointer modificagamnly) locations denotedafe-points Essentially, we will perform phase
and aread-barrieris a piece of code that is executed during each checks after safe-points and use the information obtairyethd®
memory load. check in all memory barriers until the next safe-point oscupPath
Memory barriers are required for different reasons. For ex- specialization is most likely to be useful when memory leei
ample, concurrent mark-sweep garbage collectors traceetef occur much more frequently than safe-points, as we moveephas
reachable objects, while the program threads concurrendg- checks out of the barriers and towards safe-points locaitibhe
ify pointers in them. Unless compensated for, such poiritanges guestion is how to take advantage of this in practice.
may foil the trace of the heap yielding wrong conclusionstdlbioe For simplicity of presentation, we start by describing avea“
set of reachable objects. A write-barrier is typically ussdcon- strategy for transferring control from one path to the atfiéris
current and incremental collectors to allow cooperatiotwben strategy may require the use of static dominance analysislar to
the program and the collector and guarantee that the cotleot- obtain good performance. The naive method is describeddtidh
rectly identifies all live objects. Such cooperation betwte pro- 3.1. Next, in Section 3.2, we describe our preferred metiwith
gram and the collector is only needed during the collectoaising is much simpler and is easy to incorporate into a compileh wd
phase. need for any specialized static analysis. If the compilefgoms
Each program thread must cooperate with the collector decor trivial dead-code elimination (and most compilers do)ntitewill
ing to the collector phase. Unless the program threads dexHa generally perform as well as or better than the naive method

simultaneously acknowledge a phase change, the varioeadsr

notice a collector phase change at different times. Orfiyheel- 3.1 The Naive Approach

lectors allow such latitude in threads’ cooperation in otdeavoid Assume we have two versions of the code, each specializediffor
halting all threads simultaneously. The points in execuitiovhich ferent subsets of the possible phases. In order to perfaathtrol
threads must notice a phase change are cabiéelpointsor GC- transfer between the two specialized code fragments, aiesk

points Path specialization attempts to take advantage of this lat operation is added after each safe-point in both specthiinele
itude by checking the phase once in a safe-point and them avoi versions. Following the phase check, a conditional branahst
repeated checking on each memory barrier. fers the flow to the appropriate point in the appropriate sheed

Real-time collectors typically employ a compacting medsian code. Execution continues in the chosen code version itihéxt
in order to avoid unexpected fragmentation. To preservitirea safe-point or method call.
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Figure 1. A simple code fragment, including instructions that run

a memory barrier and instructions that don’t, a conditidmaihch,
and two safe-points.

to compute or use previously computed information by the-com
piler. Instead, it will only assume that the compiler runseaat
code elimination procedure, and treat this procedure asck biox.

In what follows, we describe our preferred method that enjine
optimization discussed above without employing any spizeid
static analysis.

3.2 The Path Specialization Method

The keys ideas of the preferred path specialization methed a
(1) add an additional main code version that is responsibte f
performing all the phase checks, (2) add a phase check t&ferg
barrier (not only the first one) in the main code version, k&) sfer
control to the main code version near safe-points, and @Jxesad
code elimination to perform the trimming of irrelevant caiahal
branches.

Assume as given a requirement for a memory barrier (either
a read- or a write-barrier or both) which varies accordingrto
different program phases. The program phase may dynasnicall
change during the execution of the program and must be rexyn
no later than when control reaches well-defined safe-paintise
program code. The first step is the partitioning of the setnof
phases into ang subsetss,, ..., S,, where 2< n < m, and design
a specialized barrier for each of the subsets. On one ex{resmch

This simple method is depicted in Figures 1 and 2(a). Figure phase is represented by a distinct specialized version am. On
1 shows a program fragment with a safe-point, and then some the other extreme, which is the simplest and a very effeckaggn

instructions (two of them include a memory barrier) foll@viey
a second safe-point and finally a simple subsequent ingiruct
The legend of the various nodes appear in this drawing. Eig(a)
depicts the same code fragment when specialized accordliting t
naive method. The code is cloned and two specialized ersioe
created. In addition, after each safe-point there is a ptizsek and
a jump to the appropriate specialized path.

choice, we haven = 2 with one barrier version handling the idle
phase (or the one with the smallest overhead) and the othéerba
version handling all the other phases.

In our method of choice, we start by creating- 1 versions
of the code. The first version (version 0) handles all common
code and branches into the specialized versions of the ddde.
version of the code employs the original memory barriers iand

The simple scheme above causes a significant increase in codecalledunspecialized(As will become clear later, memory barriers

size. Each program point in the original code will have a eorr
sponding program point in each specialized code versioacole
is expected to essentially double in size. The problem isttieae
is a lot of code that is duplicated without being specialized|
some of this duplication can be avoided. In particular, aflethat
appears after a safe-point and before the next memory kairie
exactly the same in both specialized code versions. The balds
for all code prior to a safe-point and after the last precgdarrier
operation(s).

A simple solution for eliminating this redundant duplicati
is to unconditionally transfer control from all code verssointo
one predetermined “main” code version that executes altte
sequences which are known to be equal in all versions. licpéat,
before reaching any safe-point, control is transferred the main
code version, and it keeps on executing in that version amntiling
at the first memory barrier. At that point, a conditional hoian
transfers execution to the appropriate specialized versidter
the first memory barrier, execution can continue uninteedpn
all specialized versions (including the main version) luihig¢ next
safe-point.

will never be handled by this code version, so having no esri
at all will do as well.) There are more versions of the code.
The i-th version of the code contains a specialized barrier code
that is specifically designed to handle only the phases thanh
to thei-th subset of phases, plus additional code to transfer
control back to version 0, when necessary. A decision foncti
supplied by the developer examines the current phase amndedec
the numbei of the code version that should be executed. The code
for control transfer is automatically inserted into the eadpies by
the compiler, as explained below. The decision function esch
of the specialized barriers to be used in tHb specialized version
of the code (for each & i < n) should be written by the garbage-
collector designer.

We propose an intra-procedural path specialization, aswlids
additional inter-procedural optimizations in Section.4Aksume
we are given the code for a method and need to specializeét. Th
compiler starts by creatingadditional extra copies of the code. In
each of then copies, the corresponding specialized barrier replaces
the general barrier. In the original code, just befargy memory
barrier, we insert code that computes the decision fund®amd

This seems simple enough. However, the execution paths be-according to the resultingumps to tha-th code version. Note that

tween safe-points and subsequent memory barriers are cesne

sarily simple. It is possible that a branch appears aftefexsaint
and several code paths fork out before a memory barrier appea
any of them. Similarly, at a merge point of multiple paths,nme

this is performed for all memory barriers and not only for finst

barrier after a safe-point. Thus, no analysis is requirdds Thay
seem wasteful, because we only need to branch at the firggg)r
following a safe-point, but this waste will be eliminatetdia In the

ory barriers may or may not have occurred on all paths fronfea sa  specialized code, the barriers are not modified with anydbras.

point. Therefore, finding the “first” memory barriers aftegigen
safe-point, and not adding redundant tests to memory bsithiat
are not “first” in the main version, requires a static analytbiat
resembles a dominance analysis. While this is certainlpléoa

simpler approach may be preferable. Our approach will netine

They are set to the specialized barriers given by the degelop

The compiler then goes over the safe-points in all speeidliz
paths and just before each safe-point, it installs an uritondl
branch into the main code version (number 0), so that safaspo
will only run on the main code version.
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(@) The code fragment from Figure (b) The code fragment from Figure 1 with our path (c) The code fragment from Figure 2(b) after per-
1, specialized according to the naive specialization method applied. An unspecialized forming dead-code elimination. Dead code is de-
method. Two clones of the code are version runs code between the safe-point and the picted as opaque nodes and edges.

generated and each is specialized for first barrier. A phase check transfer controls to the

a subset of the phases. A phase check appropriate specialized code version before each

is added after each safe-point and barrier. A branch back to the unspecialized version

a branch to the adequate specialized is added before each safe-point. Part of the gener-

code path follows. ated code is actually dead code that can be elimi-

nated.

Figure 2. The code fragment from Figure 1 specialized using the vannethods from Section 3.

The simple steps described above, are the only steps rddaire  collector inspection. The cooperation usually happensienad two

make the code work with path specialization. However, tisésps different approaches. In one approach, the program thretackly

will cause the creation of a significant amount of unreaahabbe. checks “once in a while” (i.e., in a safe-point) whether iedse

In particular, the original code is only used to jump into thened to cooperate with the collector. The safe-point in this dasaich

specialized paths prior to barriers after a safe-pointheaést of its runtime cooperation code that is executed between two agnogr

code is redundant. Eliminating dead code is a simple opéitita instructions. The other standard approach is to let theecit

that exists in most compilers and can be easily used to retheve  signal the program threads and halt them during executibe. T

non-relevant parts of this scheme. Thus, without any newired threads may only be stopped at safe-points, where in thig, cas

analysis, we get decently optimized code for path speaitdia. safe-points are points in between two program instructitwas
This path specialization method is depicted in Figures a(ia) contain no specific code; what makes them safe-points isatte f

2(c). Figure 2(b) shows the cloning of the original coderfct 2. that they are considered safe to stop the threads at. Inghefriis

Two specialized code versions are created plus one unfipedia  paper, we will think of a safe-point as a point between twapam

version. After each memory barrier in the unspecializedecad instructions, where cooperation may occur.

phase check transfers control to one of the specialized eede In path specialization, we have to pay special attention to

sions. Control returns to the unspecialized version unitiome method calls. When a method is called, a phase change magithapp

ally before any safe-point. Figure 2(c) depicts a cleanivarsf while the method code is executing, and so after returniom fthe

the obtained code after dead code elimination has beenrpextb method, we may need to change the code version that is besdg us

The dead code appears in this figure as semi-transparerg aode  Thus, at the point after a method call, we want to make sutextba
edges. Note that much of the code is removed during dead codehandle a phase change if one has occurred. To be on the safe sid

elimination. we ensure that we are in the general/main code version jématebe
In order to specify this algorithm more rigorously, we hage t  calling the method. This means that we will also return togée-
specify what a safe-point is. As mentioned earlier, a safatgs eral code version after returning from the method. In thexnade

a point in which the phase as viewed by a thread may change. Forversion we will check the phase and jump to the appropriatk co
garbage collection, this usually means that the prograeathis version prior to executing any barrier code. We will latdarethis
willing to cooperate with the garbage collector via somedsinake conservative approach by employing inter-proceduralysisband
mechanism, or by having all the relevant information reaalyef



actually check if a phasmay change in a routiné.Similar con-
sideration should be given to returning from native codeyben
waking up from waiting on some event, since the phase migh¢ ha

changed since the last phase check. These cases can bedhandle

in the same manner as method calls are handled and we do no
explicitly discuss them further.
The code generation discussed above is specified in Algo-

rithm 1. We assume that a program phase change must only be

recognized at well-defined safe-points. We also assuméhbale-
signer has partitioned the phases intsubsets and has distilled the
specialized barrier for each of the sets. Finally, we assartest
code that, given a phase number, tells which code versionlgho
be used, i.e., returns a numbet <i <n.

Algorithm 1 : Code Generation for Path Specialization

1. Clone the code.Clone the entire code times, marking the
original code as un-specialized, and each clone with arxinde
i, 1 <i<n. Maintain a mappin@long(i, j) which maps the
pair (i, ]) to the j-th instruction in thei-th clone. The un-
specialized code is the 0 clone for this mapping.

. Partition basic blocks before a safe-pointFor each safe-point
appearing after instructiopin any of the clones, split the basic
block just after instructior), and create a jump after instruction
j into the un-specialized code at locatiGiong0, j + 1). The
point before the jump in the cloned code is not regarded as
a safe-point anymore. The point after the jump and before
executingClon€g0, j + 1) in the un-specialized code is regarded
as a safe-point. (This may mean an actual runtime cooparatio
code or just declaring that it is safe for the collector togethe
thread execution.)

. Jump to the un-specialized code before calling a method.
Treat the point of execution that precedes a method call as a
safe-point and apply the operation in the above step for each
method call.

. Insert jumps towards specialized pathsGo over all memory
accesses in the code (that require a barrier). Supposedtistr
j is such a memory access. For all code claneglit the basic
block just before instructiof. In the un-specialized code insert,
just before instructiorj, a phase selection test and a jump to
the instructiorClong(i, j), wherei is the result of the selection
test. In all clone codes keep the original flow of execution by
inserting a jump from the first part of the basic block to the
second.

. Remove dead codeRun a control flow graph simplifier (or
take special care) to remove all cloned code prior to the first
memory access after a safe-point (or after method entry). Un
cloned code for which equivalent cloned code is always run
(between a memory access and the following safe-point)ldhou
also get eliminated.

A Remark about Inlining. We assume that path specialization
will be performed after the bulk of application code inligin
Method calls inlined after path specialization will resual&a poten-
tially unnecessary jump back to un-specialized code fadbuy
an unnecessary phase selection test. The unnecessary gginob
un-specialized code is inserted by our algorithm prior ®gbon-
to-be-inlined method call; the unnecessary phase tesbwagllir in

1\We assume that all methods have a single entry point and tstaoh calls
will always return to a specific code point (unless the metieoalinates due
to a thrown exception).

the first memory accessing basic block of the soon-to-hiredl
callee.

. Optimizations

Several further optimizations may be used to improve peréorice
and reduce the code size of the code output by path spetiatiza

The techniques described in Section 3.2 above use dead-code
elimination to avoid specialized analysis, yet, still béeato join
code that follows a safe-point and precedes the first memary b
rier. However, for a code path that starts at a barrier and and
a safe-point and that does not contain any other barrierafer s
points, the same code sequences will appear im alecialized
versions of the original code (and will be identical to thelese-
qguence in the original code). A more sophisticated algorifbr
path specialization could perform tail merging for suchepdths,
in effect only creating the specialized code if doing sovafidhe
use of specialized barriers relative to the original codanB so as
part of path specialization requires some sophisticatioh some
specialized analysis because the code is not necessagbr land
this part may contain several actual code paths. Alterelgtivail
merging may be done separately as a general compiler optimiz
tion.

Various additional optimizations apply. To reduce codee siz
growth, we may decide to not clone code that is infrequently e
ecuted. Not optimizing such code will not harm the execythrn
not duplicating code may yield smaller code size. Similang
may decide not to clone code that has a small humber of mem-
ory barriers. Another possible optimization is to let sonfiehe
work be done on the original code before cloning, thus, axgid
repeated work on the clones. For systems in which back-hesnc
are safe-points, loop unrolling may be used to place saifetspfur-
ther apart. An optimization that we have implemented is teehibe
basic block scheduler place block associated with slowspseip-
arately, which has two consequences: first, fast path eechas
better locality; and second, jumps to unspecialized cooie fiast
path code are often elided, because the scheduler cangsetipe
blocks.

In what follows, we concentrate on inter-procedural optamni
tions. We stress that even without all these optimizatipath spe-
cialization yields dramatic improvements, as demondiratethe
measurement section below.

4.1

In Section 3, all method calls were considered potentia-paints.
In particular, it followed that upon return from a methodntol re-
turned to the original code, or a check was made to deterniiehw
specialized path should be taken at this point. This is dtieetaon-
servative assumption that the called method (or one of thbade
it calls, etc.) may contain a real safe-point, and then ag@hhange
may occur, dictating a change in the selection of the speethl
pathin all methods on the callstacklence, in our conservative ap-
proach, when returning into a method, the phase selectict bau
rechecked. A code reachability analysis can be used tordeteif
any code reachable during the method call actually contaiesl
safe-point. If a real safe-point is not reachable duringcé the
execution may proceed in the specialized path upon calino i@
turn from) the method execution, knowing that the collegtioase
has not changed. That can be simply done by calling the aligin
method from the specialized path and then the return addriéiss
direct execution to the specialized path again. In this &nip-
plementation, at entrance to the method, a check of the phitise
still happen, directing the execution inside the methodch dp-
propriate specialized version. But no check will be reqiaé the
exit.

Inter-procedural Path Specialization



To save the entry check as well and remain in a specialized i.e., objects can be moved while the program threads cosmilyr

version through the execution of the method (from which &-saf

point is not reachable), that method itself may be spe@adlinto

n different methods. Each of the method versions handles sesub
of the phases, rather than just having a single method baaty th

contains various specialized versions of the code. Theia

versions of the code containing calls to such methods may the

have the calls modified to directly call the appropriatelga@plized
methods.

Alternatively, if the compilation environment supportstimeds
with multiple entry points, a method may be specialized teeten
original entry point plus up tm specialized entry points. Method

calls in specialized code fragments may then be modified fto ca

the appropriate entry point in the specialized method. Thisbe
useful even when a safe-point does exist in the routine davpi
the phase check on method entrance. Having multiple entntgo

is more advantageous than duplicating method codes bedause
allows some degree of code sharing. Note that even though the
same code will be executed until the end, the return addréks w

still direct execution to the calling path, which may be acipkzed
one.

Similarly, if the compilation environment supports mulépos-
sible return addresses, then a method may be specializetuto r
to different code points depending upon which phase theciolt
is assumed be in at the end of the function.

The inter-procedural optimizations described above may be

added as desired or needed. A modification of the safe-ppéu-s
ification using a reachability analysis, and specializatib entire
methods, instead of just code inside the method, can beyéasil
corporated into the above algorithm. Using specializedyestd
exit points is also straightforward.

5. Implementation
We implemented the path specialization mechanism in théeoBar

compiler and runtime for C#, which has been developed at Mi-

crosoft Research. The Bartok compiler is an ahead-of-tiore-c
piler from CIL (or from C#) to native code.

The path specialization optimization has been implemeated
a general optimization stage independent of the actuaEbaised.
The optimization stage assumes= 2 (i.e., two specialized ver-

sions) and takes as arguments the specification of two bgrrie

each of which is used to insert barrier code for two disjoirtt-s
sets of garbage collector phases. Bartok operates at fRiegéls:
CIL [15], followed by a three-address code IR, and finally a-lo
level machine-dependent IR; path specialization is ctigrémple-
mented within the three-address code IR. Path speciaizatekes

the same safe-point assumptions as the Bartok runtime: Ilpame

safe-points are at memory allocation and native calls, aycba-
eration that leads to memory allocationor native calls. $pe-
cialized code is subjected to the compiler's general ogttidon
framework, which includes dead code elimination. Howeugti-
mizations such as tail merging and predicate hoisting arpart of
the optimization framework, so further code reduction ifirdesly
possible. We have also not used any inter-procedural optinns
in our implemented version.

For each of the barriers we measured, two specialized barrie
were implemented, where one handles the idle path, in which n

barrier is required, and the other handles all the phasesatha

not idle. We have run measurements for each of the three tfpes

barriers described below.

5.1 SToPLESSbarriers

We first consider a heavy barrier used for an advanced maal-ti
garbage collector. Thei®PLESScollector is a recent concurrent
real-time garbage collector that supports concurrent emtign,

are accessing or modifying them [23]. The collector emplegsi-
and write-barriers for accesses to both reference andefenence
values. We denote this barrier by &PLESS We measure runs of
the standard collector, and also a version that does notacirtipe
heap and runs the garbage collector in the idle phase atradkti
The latter is denoted®®pPLESSnocopy. In the idle phase, the write-
barrier described in Section 5.3 is used (as opposed to @asing
barriers). SopLESsis idle most of the time; see [23] for detailed
numbers of SopPLESSDbarrier activity.

5.2 Brooks barriers

Some incremental copying garbage collectors keep sevensibns
of objects while moving them and they use forwarding pomitar
each object to point at the latest version of the object. Wdteess-
ing an object, it is costly to test whether an object has adodimg
pointer or not, thus, a self pointer is added to the latestiorrof
each object. This way, following the forwarding pointer tardees
access to the latest object copy. A Brooks barrier employextna
level of indirection on references. In the presence of reférence
values for which it is not possible to use a forwarding pairaenull
check and branch may be necessary, but this test-and-bcadeh
will only be used for reading of reference values rather tioaall
heap accesses. Dereferencing the forwarding pointersecdorie
using arearly-updateor alazy-updatestrategy or using hybrids of
the two.

The early-update strategy maintains the invariant thaalloc
and temporary variables are always updated with pointefiesh
copies. Pointers on the heap may contain references tocsiailes
of objects, but upon reading a reference from the heap, tigram
will dereference the forwarding pointer to obtain a refeeesto the
representative memory block. The early-update stratelggsren
the collector to update all pointers on the runtime stacksafa-
tor threads whenever objects are relocated. This is notcipah
option for a concurrent collector that must update all thretacks
just after relocating each object.

Using the lazy-update strategy, local and temporary viagab
may contain references to non-representative memory $ldaky
read or write access of an object field using a reference meg ne
to dereference the forwarding pointer before accessingtraory
representing the field value. This option incurs a noticealust
because all heap accesses are indirect.

A hybrid option is usually the preferred choice in this cdée.
forwarding pointers only change (or only have to be recogphiz
as being changed) at known program points (e.g., garbatgreol
tor safe-points), then program analysis may be employeeterd
mine that some references can only point to representatveary
blocks and that dereferencing of the forwarding pointerosnec-
essary. The hybrid method is dereferencing a pointer whistiit
accessed after a safe-point but not for subsequent accésstes
the difference from path specialization, which branchesedior
all variables and does not need to perform an operation pér va
able. Thus, path specialization can improve also this clese of a
Brooks barrier, and it does, as will be shown in the measunéne
section below.

The lazy-update dereferencing strategy was originallgilesd
by Brooks [8], but all variants have subsequently been ctiVlely
described as Brooks barriers.

The Bartok runtime does not include a garbage collector that
employs a Brooks barrier. However, the easy configurabifitthe
runtime allowed us to add various kinds of Brooks barrieison-
copying concurrent collector to allow us to measure the lozad
of these barriers in the case where all forwarding pointezsalf-
pointers that point to the containing memory block. Theieanost
in an actual copying collector, for which some of the refeemnare



not self-pointing, are likely to be higher due to cache ligédsues.
We denote byBrROOKS the runs with a lazy-update barrier, and
by BROOKS suNkthe runs with the hybrid version of the barrier.
Note that because our collector never actually require8tbeks
barrier, we runas if the copying was in the idle phase all of the
time.

5.3 A Concurrent Mark-Sweep style barriers

We also consider a write barrier of a concurrent mark-swegp ¢
lector similar to the collectors in [12, 11, 13, 14]. We denot
the barrier employed in this collector tlmas (concurrent mark-
sweep) barrier. The concurrent collector maintains a dreps-
the-beginning invariant and employs a write-barrier whhgee-
tionality changes according to the collector phases. littlegohase
the barrier does nothing. When the collector is active hgqu¢he
heap, the write-barrier is used to ensure that a potentilidigon-

nected part of the object graph is not going to be missed by the

collector. Except for a short time in the beginning of theleol
tion, this barrier simply records referents whose pointigfgrence
is modified, for later use by the collector. Namely, beforemfer
is modified, thecms barrier reads the memory word to be overwrit-
ten, and if it is a reference to an object that hasn't beeniqusly
noted by the collector, then the reference value is recoredme
mark-stack, or by marking the object’s header, or both. Iniou
plementation, the referent is added to a linked list usingA& C
operation on a word in the object’s header.

Thecwms barrier is active in the trace phase but not in the sweep
or idle phases of collection. See [23] for the percentaganoé t
that our concurrent mark-sweep collector spends in eachesiet
phases.

6. Measurements

To evaluate how path specialization affected the overhéading
various barrier implementations, we ran a set of experimesing
the following barriers. First, we used the@&LESSbarriers in two
configurations of $OPLESS a default one and one that does not
copy at all. Second, we checked two Brooks style barriers: th
lazy-update version and the hybrid version. Finally, weckkd
the CMS barrier. We measured changes in execution time atel co
size. The test programs for this evaluation are shown ineTabl

Relative overheads using various barriers

Geometric
Mean

sat lesc zing Bartok g xlisp crafty

0.8

BCMS wBrooks M Brookssunk M Stopless M Stopless nocopy

Figure 3. Overhead of barriers: execution times when using the
barriers over execution times without executing the besrie

collector configuration with object relocation, and@LESSNo-
copy represents the barriers when compaction is never @dcu
yielding a lighter barrier.

The overhead varies substantially between the benchnizeks,
cause of the different frequencies of memory loads and store
Looking at the geometric mean, the overheads range betwien 1
51%. These overheads are substantial and demonstrateetthéone
path specialization.

In order to measure barrier overheads, one must be ablerto tur
them off during a run without crashing. For the Brooks-sigtel
STOPLESSNho-copy barriers, we just switched them on and off,
without using a related collector. The unreachable objectse
reclaimed with the concurrent mark-sweep (CMS) colledtan:
the SropLESsbarrier that does copy, we compared a run of the
barrier and the partial compactor to a run with no barrierd an
no compaction. We believe that most of the overhead comes fro
the barriers, and therefore comparing the copying and opgicg
runs shows mostly the overhead of the barriers. (Note that th
results are not much different from those in which the catiec

The JBB program had been translated from Java into C# as §ges no copying at all.)

part of an unrelated project. The porting notes indicaté sea-
eral scalable data structures have been replaced withcatakde
data structures, so the multiprocessor performance optbigram
should not be compared with that of the original Java program

To measure the barriers of the CMS collector, we had to use a
more intrusive method, because running without the barrieakes
the collector miss objects during the trace, and the prodeden
crashes. In order to correctly collect the objects, we rancibi-

All measurements have been performed on an Intel SUPermicro |gcor in three phases. First, the concurrent trace proeetharks

X7D88 dual x86 quad-core workstation running Microsoft Win
dows Server 2003 R2 Enterprise x64 Edition at 2.66GHz with
16GB RAM. For each program, each configuration was run in se-

qguence, and the sequence was repeated a total of 5 times.eFhe m

dian execution time was chosen as representative. Theasthdd-
viation around the median was generally less than half eepéfor
the small programs, between 0.1 and 1.3 percent for sateeetw
0.6 and 5.6 percent for Icsc, and between 0.3 and 3.8 peroent f
Bartok.

6.1 Throughput Measurements

Figure 3 illustrates the overheads of each of the barrieldSC
represent the write barrier of the concurrent mark-swedpator.
Brooks represents the lazy-update Brooks-style barmerBaooks
sunk follows the forwarding pointers upon first use, and aststa-
flow analysis to propagate the knowledge that the referease h
been forwarded in order to mostly avoid following a forwangli
pointer more than once.T®PLESSruns the barriers in the default

objects as usual. Second, in an extra phase, the collecios atl
threads and runs a stop-the-world tracing procedure. ligjrthke
concurrent sweep is performed. The second phase was ingddu
in order to ensure that the collector works correctly, e¥éime bar-
riers are not executed. This allowed us to measure exedim@s
with and without barriers in the first phase of the collector.

Next, we investigate the improvement in execution timeswhe
using path specialization. Figure 4 shows the gains fromgusath
specialization. Higher is better, representing a highto setween
the time to run the original version and the time to run thé sate-
cialization version. On average, the overall executioreSmvere
significantly reduced (around 30% reduction in executiones)
for STopPLESS and nicely reduced (a 2-6% reduction) for CMS and
Brooks. For the Brooks barrier path specialization wasctiffe on
average, but sometimes caused a decrease in performanseswWe
pect that the branch prediction component might influeneseh
fluctuations, since the Brooks barrier avoids conditiorrahbhes
when possible. One can improve performance of path speedli



Benchmark Typed Methods Instructiond Objects AllocatedKB Allocated] Description

sat 24 260 19,332 8,161,270 171,764 SAT satisfiability program.

Icsc 1,268 6,080 403,976 8,202,479 426,729 A C# front end written in C#.

zing 155 1,088| 23,356 12,889,114 928,609 A model-checking tool.

go 362 447 145,803 17,904,644 714,042 The commonly seen Go playing program.
xlisp 194 556 18,561 125,487,736 2,012,723 The commonly seen lisp implementation.
crafty 154 340 40,233 1,794,671 217,794 The Crafty chess program translated to C#.
Bartok 1,272 8,987 297,498 434,401,361 11,339,320The Bartok compiler.

JBB 65 506 20,445 501,847,561 54,637,095JBB ported to C#.

Table 1. Benchmark programs used for performance comparisons.

Performance gains due to path specialization

Relative overheads using various barriers
with path specialization

Bartok Geometric 12
Mean

0.8
1
BCMS mBrooks M Brookssunk M Stopless M Stopless nocopy

sat lesc zing Bartok g xlisp crafty  Geometric
Mean

0.8

mCMS Brooks M Brookssunk M Stopless M Stopless nocopy

Figure 4. The performance gains achieved by using path spe-
cialization for the benchmark programs and the differemtiéges.
Higher values mean higher gain and better performance wsiag u Figure 5. Relative execution times for the benchmark programs
path specialization. when using various barriers in conjunction with path sdizztion.
For all but the CMS collector, the execution times have bemn n
malized to the execution times of the programs when using 8CM
code by arranging the basic blocks appropriately; we hatveto style barrier without path specialization. For the CMS ecibr, the
tempted such optimizations. execution times have been normalized against the no baodese.
The overheads of the barriers when path specializationed us
are provided in Figure 5. The overheads are now between82/&-1
on average. The main outliers have been tamed. For exarhple, t
crafty benchmark, whossTopPLESSoverhead was 133%, is now
running with an overhead of 50% only. The@&LESsoverhead of
the go benchmark was reduced from 105% to 13%. 16 Barrier overheads with JBB
We note that the cost of the Brooks style barriers appears to b
higher in our measurements than one should expect fromngadi
Blackburn and Hosking’s evaluation of barrier costs [6]wdger,
our measurements were performed on a machine with higher CPU
to memory performance ratio, thus increasing the cost of angm
operations, and using a compiler that does a better job ofied
other costs via optimizations, thereby increasing thdivel@ost of
the barrier code.
We now move to the JBB program. This program runs several
times with different number of warehouses (which equalsitime-
ber of threads executing). We report similar measurementthé
JBB program. Figure 6 illustrates the program performamcel f
to 6 warehouses when using the different kinds of barrietisouit
using path specialization. A higher ratio means a highertma.
Note that we did not include a check for CMS. The reason is that
adding a stop-the-world phase to a program with many threasls

1 2 3 4 5 6 Geo mean

0.9

mBrooks = Brookssunk M Stopless M Stopless nocopy

0.8

a destructive effect on it, and in addition, we could not saditthe Figure 6. Throughput overhead of the various barriers without
effects of this phase for a program that measures throughgher path specialization with the JBB program for various nursher
than execution time. Looking at the other barriers, we sgaina warehouses.

that the overhead is substantial (between 15-45% on aJeaage
optimizations are needed.



Performance impr when using path specialization
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Figure 7. The relative performance gains due to path specializa-
tion measured with JBB for various warehouse numbers and the
different types of barriers.

JBB barrier overheads with path-specialization

Geo Mean

0.9

m Brooks Brookssunk M Stopless M Stopless nocopy

0.8

Figure 8. Throughput overhead of the various barriers with the
JBB program when path specialization is used with various-nu
bers of warehouses.

Figure 7 shows the gains obtained by adding path specializat
The average gains are between 1-19%, where the most sudlstant
gains are for the highest overhead barrier, th@®&_essbarrier.
Figure 8 provides the barrier overheads when path speafialivis
used.

6.2 Code Size

The duplication of code fragments required to insert spieeid
barrier operations may change the size of the code genebogted
the compiler. In general, the code duplication is expeatechtise

an increase in code size. Figure 9 shows how the use of path
specialization changed the size of the generated code dandéd
barriers and benchmarks.¥8pLESSnocopy is not shown because
itis equivalent to SopLESSfor this measurement). The bars show
the ratio between the generated code with path specializatid
without it. Values higher than 1 mean that the code has exqghnd
when path specialization was applied.

For the two Brooks style barriers, the measurements irglicat
around 57% increase in code size, as one may expect. Sogbyisi
for the CMS style barrier and therSpPLES Sharriers, no substantial
code growth is observed. This is due in large part to the clempi
making different inlining decisions in the two compilatispenar-

othello xlisp Geometi

mean

crafty

0.8

0.6

0.4

B CMS ® Brooks Brooks sunk M CoCo

Figure 9. Relative size of generated code when using path special-
ization versus not using path specialization.
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Relative code size increases due to path specialization
(without inlining)

XYz

othello

sat lesc zing xlisp Geometric

mean

go crafty

0.8

®CMS ® Brooks Brooks sunk Stopless

Figure 10. Relative size of generated codéthout inliningwhen
using path specialization versus not using path spectaliza

ios. Path specialization may increase the size of a methaalsng

the compiler not inline them. Path specialization in sonmsesalso
replaces multiple basic blocks on inlined barrier code withight-

line code for inlined specialized barriers. Other factorsyralso
influence code size, such as register allocation, instmatthedul-
ing, etc.

The decrease in code size for the Icsc benchmark when using
the SropLESsbarriers is counter-intuitive and therefore we inves-
tigated it particularly. It is caused by the compiler chogshot to
inline sequences of method calls used for object allocatiban
using path specialization. The benchmark is a compilercivim-
cludes a parser. A substantial number of the parser metholigle
a switch statement on string tokens, which the C# compil@tem
ments by means of hashtables from strings to branch indides.
hashtables are created and initialized upon first use. Thetieods
thus contain an unusual number of object creation statean€he
use of path specialization causes the compiler to choosto ot
line the allocation methods due to a combination of the nurobe
object allocation statements in the method and an increateei
size of the allocation code that was considered for inlining

Although the code growth reported above is the one that will b
seen in practice, we also wanted to check the actual growdnwh
ignoring inlining effects. An illustration of the code grdwwhile
avoiding compiler inlining is shown in Figure 10. This tintbe
path specialization always has a cost. However, as can bg see
due to the optimization proposed in this paper and mayber othe
additional effects, the cost is not a doubling of the codei(as
would likely have been using the naive approach), but omagyee
it reaches 40% even when a read-barrier is used.

Compilation overheads. For the SopLESSbarrier, path special-
ization causes a significant reduction in the number of Haleitks
of methods due to eliminating phase checks. This has the inte



esting effect that adding path specialization of this learaictually
leads to a reduction of around 20% in overall compilationetim
Path specialization of the Brooks barriers leads to an &seén
compilation time of around 30%, while path specializatidrire
CMS barriers often leads to a 10% decrease in compilatioe.tim

7. Related Work

Using code duplication and specialization and transfgrcontrol
back and forth between various specialized versions of ripati
code is a technique also used for bursty program tracingrar sa
pling [1, 16]. The goal in that context is to perform prograactng
once in a while at a minimal cost. For each program fragment, a
original and an instrumented version is created. The algrar-
sion is then modified to transfer control to the instrumentdion
when the code fragment has executed for a given number oftime
The instrumented version is modified to transfer controktiathe
original version after performing an instrumented run & tfag-
ment. Our work imports these ideas into the memory managemen
world, making the required adaptations. A potential statialy-
sis for reducing code-size was proposed by Arnold and RyHer [
but it was not implemented or measured. In contrast, we E®pR0
simple optimization that allows saving in code growth withthe
need for specialized analysis. This optimization was imaeted
and is reflected in our measurements. A similar method casée u
for program sampling as well. Finally, we also propose samtey-
procedural optimizations that can be used in the memory gena
ment context.

Several papers have proposed to use static analysis intorder
reduce the use of barriers. Nandivada and Detlefs have atiéeim
to remove null checks using static analysis. Bacon and Weche
[26] propose an analysis that attempts to find redundantebsyr
by checking the related lifetimes of objects. The successuoh
method depends on a good alias information for pointers en th
heap. They have not implemented this method, but only cliecke
its potential on traces, thus, it is difficult to know how efige
it is. Joisha [19] proposes a detailed analysis that is tadyat
reference counting collectors. His analysis extends tha<dn [26]
substantially, but it only applies to root pointers, wher®rmation
is easier to obtain reliably. This method is thus not appliedor
typical concurrent, incremental, and real-time collestass they do
not employ a barrier on root-pointer updates. Also, at ttagethe
analysis can only handle single threaded programs. Ouradésh
much simpler and can work with advanced multithreaded jarogr
and collectors. The Metronome collector [3] reduces th¢ afthe
Brooks read-barrier for incremental collectors by eagaggating
root pointers and avoiding repeated de-referencing whesafe
point exists in the code.

8. Conclusion

Garbage collectors are becoming more popular in moderrranog
ming languages, and many of them employ memory barrierkisn t
paper, we have presentpdth specializationa new optimization
method for reducing the costs of memory barriers for memag-m
agers that use phases. Path specialization was showniveffeast

a variety of garbage collectors including incremental,czorent,
and real-time collectors. A naive implementation woulgplyna
large code increase, or an introduction of a specializattstaaly-
sis to reduce code duplication. We have presented a simyileodhe
for obtaining much of the possible advantages relying onlgead-
code elimination, which is available in most compilers. Tésult-
ing method is easy to implement and we have implemented it upo
the Bartok compiler and runtime system. Measurements veith v
ious collector barriers show drastic reductions in the logad of
read-barriers and nice reductions in the overheawote-barriers.
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